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Abstract

This paper presents novel techniques for assessing the return on investments in analytical technology.  Productivity is a complex amalgam of tools, usability, stamina, creativity, and the ability to leverage a variety of resources.

1. Introduction

Return on investment (ROI) is a business concept not generally applied to government functions.  We propose its use here because of the increasing importance of accomplishing more and better analysis, quickly, with limited resources.  If the software does not contribute to improved effectiveness, it is not worth the money – nor, perhaps more important, is it worth the time invested.  

In real life, usability and efficiency are complex combinations of computer systems and working analysts, who can be tired, frustrated, or inspired by design choices.


We attempt in this paper to address issues in software evaluation and user productivity.  We focus on language technologies in particular, because they deal with an infinite set of possible linguistic combinations, and as a result can be notoriously hard to evaluate. 

2. Return on Investment

The standard business measure of whether a software purchase makes sense is the ROI. The challenge is how to measure it, particularly since investment includes not only money but also time, training, and lost productivity.

Is productivity an issue in a government intelligence environment?  Should workers be measured and pushed to enhance their output? Well-supported workers can brainstorm better, cooperate productively, and work smarter.

2.1 The Physical Environment

Nowadays, automated systems and our interactions with them shape our work environment.  User testing is critical, and a quick demo is insufficient.  Users cannot assess comfort in a ten-minute interaction.  The best approach is configurability: if users can rearrange screens and keystrokes themselves, they can optimize for their own processes and level of experience.

2.2 Integration with Other Systems

Ease of integration affects the staying power of a software system: will the system age gracefully by allowing quick inclusion of new technologies?

Data Fusion

Often, the goal of an analysis system is to unite data and insights from multiple sources.  In turn, these multiple sources may include multimedia options.  Thus it may be important to provide access to text, graphics, photos, audio, and video, in a way that fosters understanding and linkage.


Some users may find lists illuminating, while others may find graphics yield better conclusions.  A good system will not only accept different modalities as input, it will offer them for brainstorming and for output.  These may include maps, charts, graphs, tables, and timelines.

2.3 Workstyle and Creativity Support

A less-investigated question involves the higher-level analysis performed in intelligence work.  Brainstorming and creativity are delicate processes, not necessarily easily compatible with computer software.  One study (Schrage 1990) suggests that informal, even playful environments foster creativity better than formal brainstorming sessions.  This can run counter to the prevailing wisdom of entrenched organizations.  How well does the software tool support creativity, spurring new hypotheses?  Is there a workspace that lets you think and helps you make progress?  Can you work through new ideas and generate suppositions to test?   Paulus and Brown (2003) suggest individual brainstorming in writing is the most productive; software should support it. 

Some users will find it difficult to share information.  Software can support their privacy or thwart their hoarding of information, depending on how you look at the situation. To what extent is collaboration written into the system?  Do you have to share your half-baked hypotheses?  Are you encouraged to collaborate with others who, unbeknownst to you, may be heading down related paths?

Connect the Dots

Can the system show matches of various types to explore hypotheses?  If I am trying to match up potential members of a terrorist group, how does the software support my work and link me to my colleagues when appropriate?  If I look for someone with a certain nickname, in or near London, with a certain profession, what kinds of fuzzy matches will I see?  Are others working on what might turn out to be the same person?  For example, show me matches with two similar elements, but if there are three similar elements, publish the result and query my colleagues to see if they have turned up anything related.  What counts as a near-match (computer engineer, computer expert, software engineer, software developer)?  Does it spur creativity to allow softer matches (flight attendant, airline executive)?


Optimally, a system allows access to these parameters, and permits monitoring so that their effect can be judged.

3. Evaluation

Most language technology evaluation to date has focused, sensibly enough, on output.  Additional contributions may be in helping analysts think up better answers, or giving them more stamina so they can work harder.  It may be a management tool as well, highlighting problems and centers of excellence, or suggesting collaboration opportunities.

3.1 Ease of Evaluation

If the system tracks user actions as well as generating answers, it can provide additional evaluation opportunities.  It might even help you as a manager get the most from your team.  Can you evaluate an individual’s or group’s performance on a task?  Does one do better at generating hypotheses, another at sifting hypotheses?  Does the software help evaluate who is better at brainstorming versus finished product?  Does it measure whether changing tasks makes people more efficient, or whether they produce better when they stay on a single task?

In a team investigation, does the software measure who is the better lead?  To what extent does the system provide support for teamwork?   In many cases the best intelligence results from multi-source fusion, which in turn may be facilitated by input from multiple analysts.  Thus it may turn out that the system that gets the best answers for a narrow set of problems does an inadequate job of supporting analysts’ search for the broader picture.  Support for the full range of work and support for the broad work product may be a key measure of effectiveness.

What is the input to the system?  What is its output?  Can it be measured in words per hour?  Pages per day?  Hypotheses per week?  Plots foiled? 

Perhaps the software has made change less disruptive.  Is switching to a new project more or less painful?  Is getting started every day a drawn-out process?  Is switching to a new language much simpler than it was?  Increasingly, world events demand support for less familiar languages and place a premium on more flexible language technology that can handle new languages quickly.  

3.2 The User-Data Interface

The way data are presented to a user may dramatically affect their ability to evaluate and process the data.  When analyzing quantitative data, are users more efficient if the data are already extracted (e.g. into a table or database)?  Or do they do better seeing the quantitative data in text?  Or a table with hyperlinks to the text sources? A good system provides not only multiple data presentation modalities, but also ways to evaluate the success of each type.

Foreign Language Issues

For a language technology application, for example, does the system help you to measure whether the end user works better with full machine translation or with translation support?  If the full machine translation has errors (and it will), does it take the linguist more time to go back to the original text to figure out what it must have been trying to say?  In that case, is it useful to show the original language on the screen as well?  Should it be the same size?  How should it be aligned and highlighted? These adjustments do not add much to the price of the software, but they can add tremendously to its usability.

What proficiency level of user is required?  If a system enables you to leverage less-expert resources by providing good dictionary support, perhaps, or by flagging uncertainty, that may be worth more to you than a system that requires only expertly bilingual users.

For foreign language texts, entity extraction may prove to be a better work accelerator than imperfect machine translation.  Key entities (people, organizations, locations, dates, phone numbers) are highlighted and translated into English.  This approach can increase the productivity of monolingual or weakly bilingual analysts, who can make sense of foreign language text and flag items of interest.  

As you measure, be sure your metrics take into account both the speed of reading and of drawing conclusions.
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